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* Detectors at next-gen experiments can benefit from real-time machine learning in readout
- Edge intelligence: feature extraction, classification, data compression at-source
- Efficiency: lower computational power/storage needs for transmission & later DAQ stages
(eqg. trigger)

» Latency and efficiency needs require ML implementation in hardware (FPGAs, ASICs)
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Guidelines:

> 100 Gbps throughput

< 1ms computational latency
< 10W power budget
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Collider Silicon Detectors
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* Future silicon pixel detectors will present O /-\A
exceptional challenges ‘
» Close to beamline = high occupancies/radiation
» Very high granularity (25 um) pixel pitch
» Little room for services/cooling = minimize
material budget & power density

* ML at the front-end to reduce off-detector data B [2310.02474]
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Autoencoders at the Front-End
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« Variational autoencoders: trained to reconstruct inputs using in/out reconstructed
error and KL divergence (distribution distance in latent space)
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Autoencoders at the Front-End
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« Variational autoencoders: trained to reconstruct inputs using in/out reconstructed
error and KL divergence (distribution distance in latent space)
» On-chip encoder offers two front-end capabilities:
» Data compression: data transmitted in low-dimensional latent space representation,
followed by decoder off-detector
» Anomaly detection: latent space variables can be used to flag inputs that appear
anomalous and/or outliers
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“Fast” Autoencoders & Hardware

» “‘Embedded” FPGA: FPGA digital logic fabric implemented in ASIC for
reconfigurable digital logic & FPGA block resources in chip
» “eFPGA Developments for Machine Learning in Particle Detector Readout”,
Larry Ruckman (Nov 21 @ CPAD24)

* hisdml provides user-friendly way to synthesize models for FPGA
implementation

VAE Encoder

Input

-
3 his 4 ml

20 N 2024
0 November 20 J. Gonski

wn 00L

3)


https://indico.phy.ornl.gov/event/510/contributions/2159/

Track Reconstruction
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* Implementation on ASIC requires model compression/quantization to minimize resource usage
» VAE model: 13 charges x 4 time slices + yO — 8 latent space dimensions
» 2 quantizations considered for charge inputs: low (4 bits) and high (10 bits) precision

» Constraints on latency (< 25ns) and resources (< 30,000 LUTs)

+ Achieve faithful reconstruction of 4-bit pixel values with just 8 latent dimensions

Track Reconstruction & Extrapolation
VAE In VAE Out Truth
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Performance & Resources

* Test reconstruction quality in the context of pileup filtering task

» Implementation #1: On-chip VAE encoder + off-chip decoder &

classifier

» Implementation #2: On-chip classifier

* Outperforms on-chip classifier methodology in performance,
resources, and latency, with just 15% of the original data

transmitted off-detector

20 November 2024

Low-Precision Scenario

VAE (+ Off-Chip | On-Chip

Classifier) Classifier
Latency [ns] 15 20

LUTs 33,252 32,903

DSPs 378 798
FF's 1043 906
BR For SE = 93% 21% 18%
BR For SE = 98% 10% 7%
Compressed Size 15.4% 93%
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Anomaly Detection
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» On-chip latent space variable can separate several classes of anomalous pixel events
from background

» Use “clipped KL divergence” as anomaly score: reduce computational complexity

* Anomaly detection performance ~inversely correlated to track reconstruction quality: to

follow up
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Towards DAQ Design
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* Reconfigurability of eFPGA-based implementation:
» Train a new model ~yearly (eg. for varying beam conditions/collision energies at FCCee)

» Maintain functionality for “safe” non-ML-based readout

* Reduction of off-detector data rate to ~15%
» Impact on achievable detector granularity and/or material budget?

* At-source anomaly detection: flag top 1% of events as anomalous on-chip & transmit off-detector
in uncompressed form: still achieve data rate reduction to 16.4% of original size

|
ESiIicon Pixel Detectors with I DAQ/
) ML-enhanced readout I Trigger?
[T |
3-%# | Reduced ICables
25 (rotetetes
5 |
3(# Encoder : Decoder
<40 MHz

20 November 2024 J. Gonski 10

)



Conclusions
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 Front-end real-time ML can unlock a new era for “smart” particle detectors
at future facilities

» Autoencoders present a multi-purpose ML approach to reduce off-detector
data rate through compression, as well as on-chip anomaly detection

» Highly generalizable: can apply to any input data format (eg. silicon sensor
charges, dual readout/LAr waveforms....)

» Possible hardware platforms are their own area of R&D: need low-power,
reconfigurable, customizable ASIC solutions

» Overlap with RDC4/5 as well as individual subsystem readouts
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Smart Pixel Dataset

ol A

=y Of
* Sensors composed of 21x13 pixel array with 50x12.5 ym pitch, 30mm from
beam line with B =3.8T
* Track = 8 deposited (x,y) charge arrays with timesteps of 200 ps
+ ~550,000 tracks in dataset
X (16 mm)
y (16 mm)
Yo
Yo
1.05 mm https://doi.org/10.5281/zenodo.1078356
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Workflow

O tear o' Tins (intel)
1F hls 4 ml f\ e
TensorFlow
Keras
XGBoost
1. Train ML in Python 2. Python to C++ 3. C++ to RTL
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Pileup Classifier Resource Comparison
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High-Precision Scenario Low-Precision Scenario
VAE (+ O ! -Chip | On-Chip | VAE (+ O ! -Chip | On-Chip
Classiber) Classiber Classiber) Classiber
Latency [ns] 15 25 15 20
LUTs 28,653 38,394 33,252 32,903
DSPs 652 723 378 798
FFs 850 931 1043 906
BR For SE = 93% 38% 32% 21% 18%
BR For SE = 98% 25% 18% 10% 7%
Compressed Size 7.6% 82% 15.4% 93%

Table 1. Summary of model performance metrics, namely latency, on-detector
resources (LUTs, DSPs, FFs), background rejection (BR) for two bxed signal
el ciencies (SE) on the pileup classibcation task, and the compressed size, given as
percent of the original data volume that is transmitted 0" the detector. Two models are
shown: the VAE scheme which includes an on-detector encoder followed by edetector
decoder and classiber stages, and a classiber that can bt on-detector requirements

Resources quoted only refer to the architecture components that are proposed to be
deployed on-chip.
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Anomaly Detection Performance
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Signal B ciency for 90% Background Rejection
Dead Pixel | Dead Pixel Row| Loud Pixel
VAE (Low Precision) 10% 12.9% 58.5%
VAE (High Precision) 10.8% 17.0% 22.7%
Table 2. Signal € ciency for the three synthetic pixel anomalies for a bxec

background rejection of 90%, for both the low- and high-precision scenarios.
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